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Abstract
Building a successful machine learning classifier requires
a large amount of work. It is important to be aware of the
classifier’s probability of success at an early stage to make
sure that the cost is well-spent. In this position paper, we
describe our experience in building Label-and-Learn, a vi-
sualization interface that helps users establish awareness
of the characteristics of the machine learning problem as
early as the data labeling process, so that they could ef-
fectively adjust their strategies. We would also discuss the
success and failures of our design based on user study re-
sults.
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Introduction
Machine learning is a powerful tool for modeling and clas-
sifying data. However, it is still challenging, particularly for
developers with limited expertise, to incorporate this tech-
nology into their systems. Regardless of experience level,
there are a series of steps (data labeling, feature engineer-
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ing, model selection, parameter tuning, evaluation, and real-
world application) required to deploy a machine learning
classifier to solve a real-world problem. One task necessary
to develop any machine learning system is the provision of
labeled data, i.e. data that has been pre-classified typically
by a person who examines and labels data to generate a
sufficient dataset for the classifier to learn from. While un-
avoidable, data labeling is tedious and expensive, with a
cost either in designer/user’s time (if the developer labels
data) or in money (if paying someone else to label data).
On the other hand, we believe that labeling can serve as
the first opportunity for developers to get insight into their
dataset. Ideally, as labeling is happening, one would prefer
to be able to answer questions such as:

• Can my classifier learn the desired concept well
enough, given the data and features available? Is it
worth more investment in labeling?

• What does the classifier know about my dataset?
What does it not know yet?

• How will the classifier make decisions based on its
knowledge?

• How will this single datum affect the performance of
the classifier? How useful will this new datum be?

A machine learning classifier can attempt to predict at any
point in time, even with no labeled data. What labeled data
does is allowing the classifier to assign values and ranges
to features, to model distributions, and to refine estimates
for parameters. We hypothesized that watching this process
converge during labeling would be beneficial because, if
information were well-presented, developers or users at-
tempting to train a classifier would know at an earlier point
whether machine learning would effectively learn a model
on their dataset and how much more work was needed be-
fore the classifier’s performance converged to an accept-

able level of deployment. There exist many visualizations
[14, 2, 10, 15, 3, 1, 4, 13, 12, 8, 7, 9, 5] to help people un-
derstand the classifier’s behavior, but none of them helps
users get aware of the potential success as early as the
data labeling process.

With this goal in mind, we designed several visualizations
in our Label-and-Learn interface to help developers answer
these questions. A successful visualization should:

• Be easily interpreted by non-expert users.
• Attract users’ attention, so that they are motivated in

learning the dataset properties.
• Provide insight into dataset, so that users can learn

something from the visualizations.

Experiences in Building Visualizations
We used an iterative design process [11] and designed
about 20 visualizations including trees, heat maps, and
word clouds. We introduced visualization subsets to par-
ticipants in pilot studies and asked them to explain changes
and reasons in classifier performance. As suggested in [7],
we avoid overwhelming users with too many data or too ec-
centric visualizations. The visualizations selected cover the
following aspects of the information: visualizations that use
labeled or unlabeled data, visualizations that need or do not
need a built classifier, visualizations that focus on features
or on instances, visualizations that show all of the data or
only the interesting data, visualizations that show data in
their original forms or in abstract forms such as points.

Shown in Figure 1, our interface consists of five visualiza-
tions:

(b) Test Set Distributions: Shows the prediction results and
probabilities of the test set along the x-axis. It tells



Figure 1: Visualizations in Label-and-Learn: (a) Labeling Window (b) Test Set Distribution (c) Influential Terms (d) Current Prediction (e)
Information Gain (f) Labeling Progress

users the general performance of the classifier and
where it would fail.

(c) Influential Terms: Shows the most influential features
that affect the most decisions of the classifier. It tells
users what the classifier knows to make predictions.

(d) Current Prediction: Shows the reasoning for the pre-
diction of the current data being labeled. It tells users
how the classifier makes a particular prediction.

(e) Information Gain: Shows how the unlabeled data is
distributed across the information gain, the product
of uncertainty and similarity. It tells users why this
particular data is chosen to be labeled and how many
data still remain uncertain to the classifier.

(f) Labeling Progress: Use trend lines to show how the
number of mistakes made by the classifier decreases,
and how the overall uncertainty in the system de-
creases as more data are labeled. It tells users how

the classifier evolves with more data provided, and
whether it is still promising to keep labeling.

Discussion
We evaluated our Label-and-Learn system via the following
research questions:

RQ1: Can the visualizations help users better understand
the current classifier’s performance and better predict
the classifier’s success?

RQ2: Do the visualizations give users a better labeling ex-
perience?

RQ3: What kind of information about the classifier do the
users want to know? Which visualizations is the most
helpful?

During the experiment, we asked the participants to build a



classifier by labeling 400 data with and without our interface
while answering the questions in the following aspects:

• Predict the classifier’s success.
• Characteristics of the features.
• Classifier’s decisions and reasons.

After that, we asked the participants to rate the workload
for each system using NASA-TLX [6] and give a personal
rating of each visualization’s utility on a Likert-Scale.

The result shows that both from the perspective of the abil-
ity to answer the four questions posted in the introduction
and from the perspective of mitigating the tedium of labeling
data, it appears that the use of our visualizations is benefi-
cial in bringing awareness of the classifier’s performance to
users.

However, not every visualization is as useful. As shown in
Figure 2, Information Gain only received a mean score of
2.8 in utility rating. We received some negative feedback
such as,
“It’s not related to the information I was asked to collect.”
“I didn’t think too much on similarity. This visualization is
scattered and hard to read”
“It tells me how much uncertainty the data has, but it’s re-
dundant with the trend line in Labeling Progress”
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Figure 2: Utility of the
Visualizations

For other visualizations, we received some positive feed-
back, such as “In the Labeling Progress, I can see the over-
all picture of the classifier’s development.”
“It’s easier to identify future trends with the graph.” (Label-
ing Progress)
“It tells me what the machine has learned so far, and what it
is confused about.” (Influential Terms)
“When there is only a few data in the uncertain area in the
center, I can click on them to check why the classifier is
confusing about them. (Test Set Distribution)

“It tells me why the system predicts the current instance as
positive or negative. (Current Prediction)
Based on the user feedback, the main reason for the In-
formation Gain’s failure is that the information provided is
too complex for the non-experts to understand so they just
chose to ignore it. Although they can see the changes as
the points move around, it’s hard to track each point so the
changes seem random after each new added label. More-
over, the visualization did not provide detailed proofs for
how the uncertainty and similarity are calculated so the
users could not establish trust with it. And to summarize,
a visualization that could successfully make users aware
of the success and characteristics of their classifier and
dataset should have the following properties:

• Be intuitive, so that non-expert users are able to inter-
pret it.

• Depict the change, so that users are motivated in
learning the dataset properties.

• Provide reasoning with details of the dataset so that
users could establish trust with it.

Conclusion
In our IUI 2017 paper, we designed a Label-and-Learn sys-
tem to help people without machine learning expertise un-
derstand the classifier’s behavior while they perform the
labeling task. The result of our user study shows that the
visualizations improve user experience during labeling by
making them aware of the reasoning and performance of
the current classifier. By comparing the user feedback of
each visualization, we summarized that a successful visu-
alization to raise user’s awareness in the classifier’s perfor-
mance should be intuitive, depict the change, and provide
reasoning with details of the dataset. Future researchers
could use these as a guideline to design machine learning
visualizations.
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