
Interface Design for Interactive Sound
Event Detection

Bongjun Kim
Department of EECS
Northwestern University
Evanston, IL 60208, USA
bongjun@u.northwestern.edu

Bryan Pardo
Department of EECS
Northwestern University
Evanston, IL 60208, USA
pardo@northwestern.edu

Paste the appropriate copyright statement here. ACM now supports three different
copyright statements:

• ACM copyright: ACM holds the copyright on the work. This is the historical
approach.

• License: The author(s) retain copyright, but ACM receives an exclusive
publication license.

• Open Access: The author(s) wish to pay for the work to be open access. The
additional fee must be paid to ACM.

This text field is large enough to hold the appropriate release statement assuming it is
single spaced in a sans-serif 7 point font.
Every submission will be assigned their own unique DOI string to be included here.

Abstract
To label sound events (e.g. "dog bark") in an hours-long
audio file quickly and accurately, an interactive human-in-
the-loop paradigm can be applied to sound event detection.
While interactive learning has been used in many other la-
beling tasks (e.g. image or text), sound event detection re-
quires a different interface approach. In this article, we dis-
cuss principles of effective interaction design for interactive
sound event detection and labeling, using examples from
our work in this area.
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Introduction
Finding for sound events in audio recordings and tagging
them with meaningful descriptions are essential to many
tasks. Examples include: labeling speech recordings with
speaker names [7], labeling nature recordings with the
species of animals heard in the recording [4], and identify-
ing gunshots in city recordings [9]. Sound event annotation
can be manually done by a human annotator [5] or auto-



matically done by machine using signal processing and ma-
chine learning techniques [6]. However, each of these ap-
proaches has limitations. Labeling sound events manually
by listening to the entire recording is very time-consuming
when the recording is hours long. Automated labeling tech-
niques require a large number of labeled training examples
and need to fine-tune model parameters for the specific ap-
plication, which is not appropriate in the case where users
do not have training examples of their target sound.

To overcome the weakness of each approach to sound
annotation, an interactive human-in-the-loop learning ap-
proach can be applied, where a user engages with the ma-
chine learning process. Interactive learning frameworks
employing users’ relevance feedback has been actively re-
searched in image retrieval [1, 8, 11].

Sound event detection is different from image or text re-
trieval because the objects sought are time-based and
sonic, rather than still and visual. Recognizing still images
is much faster than identifying sound events in audio be-
cause multiple images are viewable all at once. It is also
easy to scan one’s eyes in any direction. In audio, one
listens start-to-finish at a fixed rate. This is typically much
slower than scanning a still image and the user cannot in-
stantly direct their attention to any part of the audio file and
perceive it. This has implications for the interface.

In general, interactive image annotation/retrieval systems
provide a user interface where a user can look at sets of im-
ages and give the system feedback by clicking the images
[2] or selecting sub-regions of the images [10]. The inter-
face design for a sound detection tool for lengthy audio files
should focus on making it easy to find relevant sub-sections
(i.e. machine’s recommendations) of a long audio track,
hear them, and label them.
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Figure 1: Machine-user interaction
loop

Figure 2: Screenshot of the interactive sound detector presented
in [3]

An interactive sound event detector
The goal of an interactive sound event detector is to help
a user find quickly find and label target sounds in lengthy
audio files. We feel the best way to do this is to have the
system suggest regions of the audio likley to contain the
target sound. The interface should provide an environment
where the user can easily evaluate and give feedback on
the machine’s suggestions.

In our previous work [3], we presented a new interface for
sound event detection and annotation, applying human-in-
the-loop learning (Figure 1) to sound event detection. The
approach is as follows: A user starts the task by submit-
ting (or finding in the audio) a single example of the target
sound (e.g. a cough) to the system. The system returns n



time regions containing similar events to the target sound
(e.g. human voice events that might be coughs) by doing
nearest neighbor search in a feature space. The user is
presented only the most promising examples and labels
them (positive or negative). Since the system-provided pos-
itive examples may have start and end times that do not
adhere exactly to the start and end of a target sound, the
user can also tweak the start and end time positions of the
machine’s suggestions. As user feedback is submitted, the
system returns more accurate results.

Figure 2 shows the main workspace where a user listens to
machine’s suggestions and labels them. In each iteration
of the machine-user interaction loop, machine’s sugges-
tions (i.e. n time regions) are listed in the the Listen and
label these section in the interface. To listen to each sug-
gested region, the user clicks on each item in the list. Then
the system moves the progress bar on the waveform au-
tomatically to the position of the region and plays the re-
gion. Listening to the sound repeatedly, the user can adjust
boundaries of the suggested region on the Annotation Track
and labels it by clicking the positive or negative button.

Interface design for efficient sound detection
The user study from our previous work showed that the
interactive approach helped users label all target sound
events within audio twice as fast as labeling them manu-
ally. But we also noticed that the iterative labeling process
causes some amount of interaction overhead and it has a
critical impact on the overall performance of the system.

To reduce the overhead, we need to consider the following
questions when designing an interactive sound detector:

• When presenting suggestions to a user, does the

system make a user aware of the suggestions effec-
tively?

• Does the system provide easy-to-use tools by which
a user can give accurate feedback to the system?

• Are accurate suggestions from the machine’s point of
view still easy for a user to label them?

The goal is to help a user listen to all suggested regions
and label them quickly. So the interface should provide an
environment where a user can be easily aware of machine’s
suggestions and modify them efficiently.

When designing a new interaction, it is important to analyze
the user interaction in detail, try it with users, and measure
how long each step in the interaction takes. Figure 3 is an
example of interaction flowchart showing how a user labels
sound events in our previous tool. We believe that this anal-
ysis helps find bottlenecks in the process, guiding where we
update the interaction regarding the questions above.

Conclusion
The overall performance of an interactive sound event de-
tector is determined by interaction overhead and machine
accuracy. We believe that interface design that enhances
user’s awareness of the task and speeds up the iteration
of the machine-user loop is a key solution to the overhead
issue.
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Figure 3: Interaction flowchart of the interactive sound detector
presented in [3]
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