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Abstract 

Semantic awareness is the key to making the Web 
usable by blind people who use screen readers, an 
assistive technology, to read aloud digital content 
serially.  A semantics-aware web screen reader (SRAA) 
elevates the interaction to a higher level of abstraction 
from operating on (syntactic) HTML elements, as is 
done now with a conventional screen reader, to 
operating on web entities (which are semantically 
meaningful collections of related HTML elements, e.g. 
search results, menus, widgets, etc.). With SRAA, users 
can give commands such as “Read the article”, “Log 
in”, “Next result”, as well as interact with common 
widgets such as the Date-Picker by saying “Next 
month”, “Which day is March 13th”, etc.  Doing so 
brings blind users closer to how sighted people perceive 
and operate over web entities.  
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Introduction 
Web Accessibility refers to the “inclusive practice of 

removing barriers that prevent interaction with, or 
access to websites, by people with disabilities” [8]. 
People with disabilities use assistive technologies to 
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enable them to access the Web. The assistive 
technology blind people typically use for accessing the 
Web is a screen reader (e.g., NVDA [4], JAWS [2], 
VoiceOver [5]) that serially narrates the content of the 
screen using text-to-speech engines and lets users 
navigate the content using touch or keyboard 
shortcuts.  

Historically, there has been a concerted push to 
make the Web accessible to people with disabilities [7]. 
But making web pages accessible in and of itself does 
not make them usable – a problem that is primarily 
concerned with the “how to’s” of providing a rich user 
experience in terms of ease of use, effectiveness in 
getting tasks done, etc., and has received spotty 
research attention.  
 
1.1 Web Usability Problem Illustration:  

From a web usability perspective for blind people,  
screen readers are not very usable for web browsing 
[1] and have serious shortcomings [3].  For illustration 
of the usability problems faced by blind users, let us 
consider a typical flight reservation web site, say 
Expedia.  For a sighted person, it is a snap to make a 
flight reservation. But the very same steps to make a 
reservation are quite difficult for a blind user, 
compounded further by the presence of widgets.  

Below is a sampler of problems causing this: (i) to 
get to the search results section the user has to 
navigate past 100+ elements (links, text, fields, 
buttons, etc.) that precede the section with respect to 
the screen-reading narration order. A lack of familiarity 
with screen-reader shortcuts and/or with the webpage 
can easily result in listening to very many of these 
elements. Besides no screen reader supports a shortcut 
to directly skip to search results, unless web designers 
provide a link to it or, at least, mark it as a heading; 
(ii) interacting with search form elements can be 
troublesome – e.g. the departure date can only be 
chosen from the calendar widget. Although accessible, 
the calendar is barely usable with a screen reader such 
as JAWS [19] – it narrates the content as is (“M” 
instead of “Monday”); there is no easy way to relate 

date with day of week as table shortcuts do not work; 
only arrow keys can be used to sequentially navigate 
dates one by one; (iii) for departure dates, JAWS 
narrates the label of the departure date field as  
“Depart read-only edit”, without notifying the users that 
it is a date field and that users are expected to choose 
a date using the calendar widget; (iv) Navigating 
search result items is also time-consuming and 
frustrating.  Each search result item can have very 
many elements and if users are unaware of shortcuts to 
jump between search items, they end up listening to 
irrelevant content. Moreover, finding information such 
as price, trip duration, departure time, etc. within even 
one item is also likely to take a lot of key presses 
because of many such elements in each search result 
item.  

The essence of the web usability problem for blind 
people is that current-day screen readers only 
understand the syntactic elements in a page: links, 
buttons, headings, etc., and operate on them. They are 
oblivious to the fact that web content has a semantic 
structure made up of logical entities (e.g., menus, date 
pickers, search results, filter options, etc.) composed of 
many basic HTML elements. Instead, screen readers 
treat most HTML elements as separate items, which 
works for simple entities such as links and buttons, but 
makes working with such logical entities very difficult: 
the user may not know what entities are present on the 
page, whether s/he is navigating inside or outside an 
entity, where the entity’s boundaries are, whether 
there were any changes on the page, etc. 
Consequently, while sighted people visually infer the 
semantic structure of the web page and browse it 
quickly, blind people have access only to its syntactic 
structure, and often have to navigate and listen to 
individual HTML elements.  
 
1.2 The Case for Semantic Awareness in Web Screen 
Reading 

We discuss what is needed to make screen readers 
semantics aware, i.e., to elevate screen reading from 
the current low-level syntactic interaction with HTML 



 

 

Figure 1: Example User Interaction with SRAA 

elements to a higher-level semantic interaction. In a 
semantics-aware web interaction, users should be able 
to: “Read the article”, “Filter search results”, “Navigate 
to next/previous result”, etc. They should also be able 
to interact with common widgets such as the Date-
Picker, e.g., by saying “Next month”, “What day is 
March 13th”, “Choose the last day of the month”, etc.   

With a web screen reader based on semantic 
awareness, users will press fewer screen-reader 
shortcuts, spend less time listening to irrelevant 
content, and benefit from semantic organization of web 
pages on par with sighted people. In other words, blind 
users get more done with far less effort and frustration.  

Semantics-Aware Web Screen Reading 
We define a semantic entity as any semantically 

meaningful grouping of HTML elements, e.g., article 
content in a news web page is a collection of 
paragraphs and possibly links; a list of items can be a 
simple HTML list or a tabulated list of products with 
their prices and short descriptions, etc.  

Sighted people can easily identify and interact with 
these entities because such entities have clear visual 
boundaries and are easy to distinguish from each other. 
In contrast, blind people have to use the screen reader 
to figure out and guess where the article starts and 
ends and how it is organized, where a product 
description begins/ends in a list of products, where the 
search-result filters are located, etc. Further, because 
of the low bandwidth of audio channel, blind people 
spend considerable amount of time just navigating 
through a page in search for the content they need. 
Whereas sighted users’ interaction with the Web is 
implicitly driven by the semantics of web entities, this 
has to be made explicit to blind users and indeed this is 
what is provided by a semantics-aware screen reader. 

 
      We have a developed a semantics-aware screen 
reader – SRAA – and is being presented at this IUI 
conference.  Semantic awareness is realized in SRAA by 
a Web Entity Model (WEM), which is a collection of the 
web entities in the underlying webpage. The WEM is 
dynamically constructed for any page using an 
extensive generic library of custom-designed 
descriptions of commonly occurring web entities across 
websites. The WEM imposes an abstract semantic layer 
over the web page. Users interact with the WEM via 
natural-language spoken commands (They can also use 
keyboard shortcuts). By elevating interaction with the 
web page to the more natural and intuitive level of web 
entities, SRAA relieves users from having to press 
numerous shortcuts to operate on low-level HTML 
elements and infer the semantic structure themselves - 
the principal source of tedium and frustration.  
    Figure 1 depicts a scenario snippet of how a user 
interacts with SRAA to review the search results for 



 

making a flight reservation in Expedia. User actions 
(with keystrokes) and SRAA’s internal operations 
corresponding to user commands appear in the left and 
right column respectively. Arrows pointing right and left 
in the middle column correspond to user’s spoken 
commands and SRAA’s synthesized-speech responses. 
The scenario sequence flows from left-to-right and top-
to-bottom. The user fills out the source and destination 
fields in the flight search form, navigates using 
keystrokes to the calendar widget and asks SRAA to 
select the 23rd as departure date. In response, SRAA 
looks up the calendar entity in its WEM, calls a method 
to select and set the 23rd of the current month as the 
departure date. Next, the user navigates to the return 
date field and in a similar vein gets SRAA to set the 
return date to the 28th of the current month. User 
clicks the search form button, speaks “Go to search 
results”, and SRAA moves the screen-reader virtual 
cursor to the first element of the first item of the search 
results and reads aloud: “search results, first result” 
followed by the text content of the first element. Users 
no longer need to spend time and effort locating and 
getting the information they need; instead, they simply 
delegate this task to the SRAA which gets the 
information, resolving any ambiguity in the process as 
in the spoken command “sort by price”. 

Observe the simplicity and ease of interaction with 
SRAA compared to using only a vanilla screen reader. 
While sighted users’ interaction with the Web is 
implicitly driven by the semantics of web entities, SRAA 
makes it explicit to the blind users. It brings blind users 
closer to how sighted people perceive and interact with 
the Web. To the best of our knowledge, the existing 
natural-language interfaces and web automation tools 
are either incapable or are very limited in their ability 
to support this kind of flexible semantics-based 
interaction in a web screen-reading environment. 

At a high level the SRAA is made up of: an 
Automatic Speech Recognizer (ASR), a natural-
language command Interpreter for extracting 
information from spoken commands, a Web Entity 
Description Library (WEDL) that contains the 

handcrafted blueprints or class definitions of various 
web entities,   a WEM Generator that creates the WEM 
for the web page by consulting the WEDL, an 
Interaction Manager to coordinate the user-SRAA 
interaction, and a Screen Reader for executing user-
intended actions and narrates the results of execution.  

SRAA can accept spoken commands and keyboard 
inputs from the user. A special keyboard shortcut 
activates/deactivates the speech interface. All the 
standard screen-reader shortcuts are simply passed on 
to the Screen Reader by the Interaction Manager for 
execution. In case of spoken commands, the SRAA first 
converts it into text using the ASR. The Command 
Interpreter then consults the WEM to analyze the 
command text, and extract/infer information associated 
with user intent (e.g., desired target web entity type, 
action to be taken on the target web entity, keywords 
describing target, etc.) The Interaction Manager 
analyses the interpreted results along with the 
contextual information such as previous user input, 
prior system actions/responses, along with other state 
information like the current screen-reader virtual cursor 
location, current web entity in focus, etc., to formulate 
a plan for executing the command. Depending on this 
plan, the Interaction Manager instructs the Screen 
Reader to take appropriate action such as execute the 
command (e.g., click a link, navigate to a result item, 
narrate the text of an attribute of item, etc.), narrate a 
list of choices, disambiguate (since descriptions of the 
target entity in the command at times can be vague as 
illustrated in Figure 1), request user to repeat or 
rephrase an unrecognized command (possibly due to 
speech recognition errors), notify the user of any 
exceptions, and so on. Behind the scenes, the WEM 
Generator monitors the Webpage for DOM changes and 
accordingly updates the WEM using the WEDL. 
Preliminary evaluation of SRAA with 18 blind 
participants lends strong evidence to the hypothesis 
that semantics-aware web screen reading can indeed 
bridge the gap between how blind people and those 
with sight access and use the Web. Details appear in 
the paper presented in this IUI conference. 
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